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Abstract— Structur ed Peer-to-Peer (P2P)systems,maintaining
Distrib uted Hash Tables(DHT) in sparseoverlay structur es,offer
an attracti ve and scalable paradigm for sharing resources and
running distrib uted applications. Such systemsmap resources
(identi�ed by keys) and peers(identi�ed by IP addresses)into one
or more hash spaces.A peer in the systembecomesresponsible
for serving requestsfor keys that map into its area of the hash
space(s)and a request for a speci�c resource is served by the
closest peer managing the key for this resource in any hash
space. The fact that the assignment of service responsibilities
is done irr espective of a peer's capacity or even willingness to
serve resourcescan seriously degrade the system's performance
as re�ected on the ratio of failing requestsand on requests'
tur naround time.

This paper intr oducesa new model that capturesthe dynamics
of P2P systemsincluding the service capacity and lifetime of
peers, the presenceof fr eeloaders,and the load on the system.
We use this model to compare the system's performance under
differ ent service strategies; speci�cally, the centralized strategy
where a resource has one server, and the distributed strategy
where a resource is served by the closestof many servers. In
both cases,theseservers are peers that happen to manageareas
of the hash space(s)to which the key for this resource maps.We
also intr oduceand model the Scatteredstrategy in which servers
volunteer their service and service is not enforcedon peersbased
on the hashing of their IP addresses.

Our model revealsmany interestingaspectsof the performance
of structur ed P2P systemsunder the differ ent service strategies.
While the distrib uted strategy offers better balanceto the load on
the system,it cannotoutperform the centralized strategy in terms
of the ratio of failing requestsand can even result in a worse
tur naround time than the centralized strategy if its parameters
are not properly tuned. Our model and simulations also reveal
that the scattered strategy outperforms both the centralized and
the distrib uted strategies.

I . INTRODUCTION

Peer-to-peer(P2P) systemshave recentlysparked a �urry
of researchproblems,offered the most popular distributed
Internetapplications,and becomea major sourceof Internet
traf�c. Managing potentially millions of peers, the major
challengefor thesesystemsis scalability. P2Psystemsoriginal
designs suffered from scalability problems by relying on
a centralizeddatabaseof the participating peers (Napster),
involving �ooding-based searchmechanisms(Gnutella), or
using peerswith built-in senseof hierarchy [11]. The next
generationof P2Psystems(e.g.CAN [12], Chord[15], Pastry
[5], Tapestry[17]) avoid thesescalabilityissuesby supporting

aDistributedHashTable(DHT) thatmapsakey to thenetwork
peerthat will serve requestsfor that key. Consistenthashing
[8] is usedto map resourcesand IP addressesof peersinto
one or more hashspaces.A requestfor a resourceis served
by the closestpeer managingthe key for this resourcein
any hash space.Peerscommunicateover a sparseoverlay
topology, where a peer is only aware of a few neighboring
peersandusesthemto reachany otherpeerin thesystem.As
a result of consistenthashingand sparseoverlay networks,
a key lookup is performedin a decentralizedand scalable
fashion.For example, the CAN systemhashesa key onto a
d-dimensionaltorus.A peeris assigneda d-dimensionalblock
basedon the hashingof its IP address,getspointersto two
neighboringblocksalongeachdimension,andlookupsfollow
pointersthat move closerto the destination.

In structuredDHT-based P2P systems,a peer becomes
responsiblefor servingrequestsfor keys thatmapinto its area
of the hashspace(s)and a requestfor a speci�c resourceis
servedby theclosestpeermanagingthekey for this resourcein
any hashspace.We distinguishbetweenthe following service
strategies:

1) Centralized in which casethe systemhasa singlehash
spaceandrequestsfor a resourceareservedby thepeer
that happensto be managingthe areaof the hashspace
to which the key for this resourcemaps.

2) Distributed in which casethe systemhasmultiple hash
spacesandrequestsfor a resourceareservedby thepeer
thathappento be closestto requestinitiator in any hash
spaceandmanagingtheareaof this hashspaceto which
the key for this resourcemaps.

3) Scattered in which casethe systemcouldhave singleor
multiple hashspacesandserversarenot managingpre-
de�ned locationsin the hashspace(s)but are scattered
randomly in the systemand willingly advertise their
presenceto their overlay neighbors.Scatteredservice
strategy is introducedandmodeledin SectionVII.

A. Motivation

Thefactthattheassignmentof serviceresponsibilitiesin the
centralizedanddistributedservicestrategies is doneirrespec-
tive of a peer's capacityor evenwillingnessto serve resources
can seriouslydegradethe system's performanceas re�ected



on the ratio of failing requestsand on requests'turnaround
time. Previous researchsuggeststhat almost70% of the users
of P2P systemsare freeloaders, not willing to share any
�les [1]. Freeloadersare still required to participatein the
routing of lookup requestsin order to maintain the system's
overlay connectedand functional. Thus, insteadof dropping
requests,a freeloadercan extend his routing functionality,
without stressinghis own resources,by redirecting lookup
messagesfor the key he is managingtowardspeersthat have
recently requestedthe resource.While a redirectedrequest
can actually be interceptedby a peer having the requested
resourceand willing to serve it, a redirectedrequestcan
also fail if the redirection is to a peer that is a freeloader
himself or even to a peer that has left the system.What if
the freeloaderprovides a redirectionlist containingthe most
recent � peers that requestedthe �le, what is an optimal
value for � ? Can redirectionbe combinedwith �le service
to reducethestresson serversthatarenot freeloaders?Would
redirectionwork betterfor a centralizedservicestrategy or for
a distributedstrategy? What is theoptimal � in bothcases?Is
there a servicestrategy that outperformsthe centralizedand
distributed strategies?What is the effect of the diversity in
peerscapacities,their lifetimes in the system?

Our work is motivated by the need to understandand
optimize the performanceof structuredP2P systemsunder
differentservicestrategies.Answersto the previousquestions
help identify suitableservicestrategiesand tune their param-
eters.

B. Contributions

This paper introducesa new model that capturesthe dy-
namics of P2P systemsincluding the service capacity and
lifetime of peers,the presenceof freeloaders,and the load
on the system.We use this model to comparethe system's
performanceunder the centralized and distributed service
strategies; We also introducethe scatteredstrategy, in which
servers volunteer their service and service is not enforced
on peers basedon the hashing of their IP addresses,and
compareit to the centralizedand distributed strategies. Our
works revealsmany interestingaspectsof the performanceof
structuredP2Psystemsunderthe different servicestrategies.
While thedistributedstrategy offersbetterbalanceto the load
on the system,it cannotoutperformthe centralizedstrategy
in terms of the ratio of failing requestsand can even result
in a worseturnaroundtime thanthe centralizedstrategy if its
parameters arenot properlytuned.Our modelandsimulations
also reveal that the scatteredstrategy outperformsboth the
centralizedandthe distributedstrategies.

The remainderof this paper is organizedas follows: In
Section II, we de�ne our model's assumptionsand discuss
their implications. In Section III, we introduce the basic
model and performancemetrics. In SectionsIV and V, we
provide themodeldetailsof thecentralizedandthedistributed
servicestrategies, respectively; then compareboth strategies
in SectionVI. In SectionVII, we introduceour modelfor the
scatteredservicestrategy andcompareit to thecentralizedand

distributed strategies. In SectionVIII we discussthe related
work andconcludein SectionIX.

I I . ASSUMPTIONS

Our modelassumesthe following:
1) A CAN systemand its hashspaceis distributedevenly

betweenpeers.
2) Requestsareuniformly generatedfrom peers.
3) The numberof peersin the systemare always �x ed at

n. Whenever a peerleaves the system,a differentpeer
will join in to replenishthe system.

4) Systemeventscanonly happenat the ticks of a virtual
systemclock that ticks at regular intervals.

The objective of theseassumptionsis to simplify the analysis
without sacri�cing the model insights. We believe that the
model assumptionsare unbiasedto any of the investigated
strategies (centralized,distributed or scattered).Simulation
resultsalsovalidateour modelconclusions.

I I I . MODEL AND PERFORMANCE METRICS

A. Model

Our base system is a 2-dimensional CAN hash space
populatedby n peers.1 A �le f is consideredasour requested
resourceandis managedby peerNf in charge of the areaof
the hashspaceto which f maps(Centralizedservercase).In
thecasem > 1 hashfunctionsareusedto hash�le namesand
peeridenti�ers [7] thenm peers(Nf1, ...Nfm) managef and
lookuprequestsfor f aredirectedto theclosestof them peers
in any hashspace(Distributed servers case).We model this
caseby having our 2-dimensionalhashspacedivided evenly
betweenm peers.We termthepeersthatarein chargeof f as
servers whetherthey actuallyserve f to a requesteror redirect
the requesterto anotherpeer.

A servermanagingf keepsa redirectionlist L consistingof
at most� pointers(IP addresses)to peersthat it believesmay
have copiesof f andredirectsrequestsfor f to thosepeers.L
is populatedby pointersto peerswhichrecentlyissuedlookups
for f , or with pointersto peersthat communicatedwith the
server in order to proactively offer (publish) f with most-
recentinteractingpeerstopping the list. Let L(i ) be the peer
referencedby the i -th entryof L. A server could alsoserve f
itself if it is a non-freeloader, simply willing to serve f .

We model the systemtime by a virtual clock, which ticks
at regular intervals, and assumethat requestsreach servers
at theseticks. In order to model concurrentactivity in P2P
systems,we assumethatburstsof requestscanreacha peerat
the sameclock tick. A promising distribution that has been
used to model bursty behavior is the Zipf distribution [9].
Let b denotethe maximumburst size, r = 1; :::b denotethe
rank of a burst accordingto its size, and pr the probability
of having a burst of rank r . Using the Zipf distribution, we
have that pr ∝ 1=rα where � is the scaling parameterof

1The resultscould be easilyextendedto a d-dimensionalhashspace(d �
2). Also, it is not hard to extend the model to a different overlay structure
(e.g.Chord's Ring structure).



the distribution. Since
P b

r=1 pr = 1, thenpr = K =rα where
K = 1=

P b

r=1(1=rα). Though we use the Zipf distribution
in our simulations(SectionVII-D), we only usethe expected
burst sizeB in our model,where

B =

bX

r=1

K
r α� 1

(1)

Freeloadersconstitutea fraction F of the n peersand a
peer's lifetime is modeledas a geometric distribution with
poff as the probability of leaving the system. Thus the
expectedlifetime for a peer in the systemis 1=poff ticks.
To simplify the analysis,we assumethat oncea peer leaves
the system,that a different peer will join to keep the peer
countat constantn.

B. PerformanceMetrics

We focuson two differentmetricsto characterizea service
strategy: (1) Theprobability of lookupfailure U is the proba-
bility of not �nding a retrievablecopy of f . (2) Theexpected
lookup size S is the expectednumber of peer contactstill
reachinga copy of f or till the requestfails. Lookup failure
occursif the requestis redirectedthrougha stalepointer in L
to a peerthat left the systemor to a freeloadernot willing to
serve f .

C. Prelude

In the following Sections,we study threedifferent service
strategies:(1) Centralized(SectionIV), (2) distributed(Section
V) and, (3) scatteredservice (Section VII). The scattered
service strategy is designedto complementthe centralized
andthedistributedstrategies.In eachstrategy we considerthe
performanceimplicationsof serversredirectingrequestsand/or
serving �les to requesters.We study the impactsof (1) the
sizeof the redirectionlist L, (2) the fractionof freeloadersF ,
and(3) expectedlifetime of peers1=poff on the performance
metrics U and S of each strategy. To make the distinction
betweenthe U metrics of the three service strategies, we
appendthe following superscripts(c), (d), (c;s), (d;s) to
U in order to denotecentralized,distributed,centralizedwith
scattered,anddistributedwith scatteredstrategiesrespectively.

IV. CENTRALIZED SERVICE STRATEGY

A. Redirection

In this caseNf is a freeloaderonly redirectingrequests.
Given L with � entriesthen the probability of not �nding a
retrievablecopy of f after following all the � pointersof L is
U (c)(� ) =

Q ρ

i=1(1−Pi), wherePi is theprobabilityof �nding
L(i ) in the systemandwilling to serve f (a non-freeloader).
Let poff (i ) be the probability of peerL(i ) having left the
systemby the time the lookuprequestreachestheserver, then
Pi = (1 − F )(1 − poff (i )). As a result,

U (c)(� ) =

ρY

i=1

[1 − (1 − F )(1 − poff (i ))]

Let t(i ) be the clock tick at which a referenceto L(i ) is
includedin L and t be the tick at which the lookup request

reachesNf . Using the memorylesspropertyof the geometric
distribution, onecanseethat poff (i ) = 1− (1−poff)(t� t(i)).
Let ∆i denotethe expectedvaluefor t − t(i ) andsubstituting
for poff (i ) into theU (c)(� ) Equationgivesus

U (c)(� ) =

ρY

i=1

[1 − (1 − F )(1 − poff )∆i ] (2)

Note that B lookupsareexpectedto reachNf at eachclock
tick, and peersissuing theselookups will be referencedin
L for future requesters.An entry i referencingthe originator
of a lookup requestfrom the most recentburst shouldhave
∆i = 1, from the previous burst shouldhave ∆i = 2, andso
on. In general,

∆i = d i
B
e

Substituting∆i into Equation2, we get our U (c)(� ) estimate.
S(c)(� ) can be estimatedasS(c)(� ) = H +

P ρ

i=1 iU (c)(i −
1)Pi + � U (c)(� ) whereU (c)(0) = 1 and H is the expected
numberof overlay hopstill reachingNf . Substitutingfor Pi,
we have

S(c)(� ) = (1 − F )

ρX

i=1

iU (c)(i − 1)(1 − poff )∆i

+H + � U (c)(� ) (3)

By referring to [12], for a 2-dimensionalCAN hashspace,
partitionedequallybetweenn peers

H =
1

2

√
n

Substitutingthe valuesof ∆i andH in Equation3, we obtain
our S(c)(� ) estimate.

B. File Service

In this case,Nf maintainsa copy of f and serves it to
requesters.We model a server's capacityto serve �les by �
copies/unit time and considerthe casewhere Nf does not
queuerequests.That is, while it is busy servingoneor more
copiesof f thenit will redirectnew lookupsby consultingL.2

On theotherhand,if Nf is not servingany previousrequests,
it will serve new lookups.

Giventhat lookuprequestsarrive at a rateof B lookups/unit
time to Nf , thenΩ(c) ≡ B =� de�nes thetime it takesto serve
f to the B lookups.Ω(c) de�nes the behavior of Nf as to
whetherit will be servinga copy of f or redirectingrequests
to other peers.If Ω(c) < 1 then Nf hasenoughcapacityto
serveall requests(onaverage)andnoneis redirected;however,
as Ω(c) grows above one, Nf begins to redirect requests.In
Figure 1 (left), when Ω(c) = 3:4 > 1, requeststhat arrive at
time t − 4 are serviced(in parallel at a servicerate of � ),
while lookupsthatcomeduring thenext dΩ(c)e−1 time units

2It is not hardto extendour modelfor caseswhererequestsarequeuedfor
service,but that doesnot addto our conclusions.



! "# $
%&' %&( %&) %&* %

+$,- ". $+$,- ". $ / $0",$. %"12

3 4( 5' 6%"# $672"%8

Time
t-4(w/B) t-3(w/B) t-2(w/B) t-(w/B) t

ServiceService Redirection

Ωw=3.4(w/B) time units

0.5 1 1.5 2 2.5 3 3.5 4 4.5 5
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

m

R

0.5 1 1.5 2 2.5 3 3.5 4 4.5 5
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

m

R

Fig. 1. Fractionof redirectedrequestsR for the centralizedstrategy (left), and the distributed strategy (right).

areredirected.Let R bethefractionof redirectedrequestsand
(1 − R) the fraction of servicedrequests,then

R = max(0;
dΩ(c)e − 1

dΩ(c)e )

A requestserviceddirectly by Nf does not suffer from
pointersin L referring to freeloaders(F = 0) or to servers
that left the system(poff = 0). On the otherhand,redirected
requestsmay suffer from either or. Also, accounting for
the casewhere Nf itself is a freeloader, then U (c)

serv(� ) =
FU (c)(� ) + (1 − F )RU (c)(� ). That is

U (c)
serv(� ) = (F + R − F R)U (c)(� ) (4)

On the other hand,a requestservicedby Nf only incurs a
lookup size S of H . Again, accountingfor the casewhere
Nf is itself a freeloader, then S(c)

serv(� ) = FS(c)(� ) + (1 −
F )(RS(c)(� ) + (1 − R)H ). That is

S(c)
serv(� ) = (F + R − F R)S(c)(� ) +

(1 − F )(1 − R)H (5)

V. DISTRIBUTED SERVICE STRATEGY

A. Redirection

Let U (d)(�; k) andS(d)(�; k) denoteU andS measuresfor
server k, (2 ≤ k ≤ m). U (d)(� ) andS(d)(� ) are the averages
of U (d)(�; k) and S(d)(�; k) respectively over all m servers.
However, since servers manageequal portions of the CAN
overlay andrequestsaregenerateduniformly, thenU (d)(� ) =
U (d)(�; k) andS(d)(� ) = S(d)(�; k) for any k. Onecanthink
of a server k asa centralizedserver interceptingB =m requests
at eachclock tick andmanagingn=m peers.SubstitutingB =m
for B and n=m for n in the ∆i and H equationsof Section
IV-A, we get

∆i = d im
B

e

H =
1

2

p
n=m

U (d)(� ) andS(d)(� ) are estimatedby substitutingtheseesti-
matesof ∆i andH in Equations2 and3.

B. File Service

Assumingthat eachof them servershave thesameservice
capacity� and given that lookup requestsarrive at a rate of
B =m lookups/timeunit to eachserver k, 1 ≤ k ≤ m, then
Ω(d) ≡ B =m� de�nes the time it takesa server k to serve f
to the B =m lookups.Ω(d) de�nes the behavior of any server
k, 1 ≤ k ≤ m, as to whether it will be serving a copy of
f or redirectingrequeststo other peers.The expectedtime
differencebetweensuccessive burstsreachingserver k is on
average∆i − ∆i� 1 = w=B; so if Ω(d) < w=B, then server
k has enoughcapacity to service all requests(on average)
andnoneareredirected;however, asΩ(d) grows above w=B,
server k startsredirectingrequests.In Figure1 (right), when
Ω(d) = 3:4(w=B) > w=B, requeststhat arrive at time t −
4(w=B) areserviced(in parallelat a servicerateof � ), while
lookups that come during the next dΩ(d)=(w=B)e − 1 time
units are redirected.Let R(d) be the fraction of redirected
requestsand(1−R(d)) the fraction of servicedrequests,then

R = max(0;
dΩ(d)=(w=B)e − 1

dΩ(d)=(w=B)e )

U (d)
serv(� ) and S(d)

serv(� ) are estimatedby substitutingthis
estimateof R and estimates∆i and H from SectionV-A in
Equations4 and5.

VI . DISCUSSION

Using the model detailed in SectionsIV and V, and by
varying the valuesof the B , � , F , and � parameters,we can
studythe interactionsbetweentheseparametersandhow they
affect the U and S performancemetrics for the centralized
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Fig. 2. Fractionof redirectedrequestsR for the centralizedanddistributed
strategies, for different expectedburst sizeB when� = 0:5 and � = 5.

anddistributedstrategies. In the following discussion,we �x
someof the parametersand vary others.Our choice of the
�x ed parameterscan directly in�uence the magnitudeof the
results.Thus,we pick reasonablevaluesfor theseparameters
basedonpreviousresearch.Speci�cally, weuseF = 0:7 based
on the claim in [1] that nearly 70% of Gnutellausersdo not
shareany �les. poff � arechosento be0:1 and1 respectively
basedon thework in [9]. Note that � = 1 leadsto a burstsize
B = 3:4142 basedon Equation1. Servicecapacities� of 0:5
and5 are investigatedto explore the impactof slow and fast
serverson thesystem's performance,which mustbetakeninto
accountin orderto properlyevaluateservicestrategiesin peer-
to-peersystems[?]. Figure2 shows the fraction of redirected
requestsR for the centralizedand distributed strategies for
increasingburst size B both when � = 0:5 and 5. The
system's populationsize is �x ed at n = 1000 peersin all the
experimentsandthenumberof distributedserversis m = 4 in
the distributedstrategy experiments.A larger populationsize
or a larger (or smaller) numberof distributed servers while
changingthemagnitudeof the results(especiallyS), doesnot
changeour conclusions.

A. Probability of LookupFailure (U)

Figure 3 shows U (c)
serv(� ) and U (d)

serv(� ) for a range of
redirection list size � when the lookup load is reasonable
(B = 3:4142 requests/unittime). The centralizedservice
strategy outperformsthe distributed strategy in terms of the
ratio of failing requestsU (c)

serv(� ) < U (c)
serv(� ) if servers are

using the sameredirection list size � . The reasonfor this
differencein performanceis that a server in the distributed
paradigmis not aware of all requeststhat were intercepted
by other servers and thus its redirectionlist L is more prune
to stalepointers,pointing to peersthat have alreadyleft the
system.Note that updating all servers with pointers to all
peersissuingrequestsincreasestheexpectedlookup sizeS (d)

dramaticallydueto the propagationof updates,which defeats
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Fig. 3. Probability of lookup failure U(c)
serv(� ) and U(d)

serv(� ) for the
centralizedanddistributed strategies respectively, for different valuesof � .

the purposeof the distributed paradigm,without improving
U (d) over U (c). Also, note that this observation is not true
when � = 1 and � = 0:5. This is a direct result of the
redirection ratio R being higher in the centralizedstrategy
(R = 0:8571) than in the distributedstrategy (R = 0:5).

Also, by inspectingFigure3, onecanseethattheprobability
of lookup failureU convergesto an optimal valueafter some
redirection list size � � . Increasing � beyond � � does not
improve the chancesof satisfyinga request.This happensfor
boththecentralizedanddistributedstrategies.Notethat � � for
both thecentralizedanddistributedcaseshappento be in this
speci�c experimentin the range[20; 30]. In general,let � � (c)

and � � (d) be the � � valuesfor the centralizedanddistributed
strategiesrespectively. � � (c) and� � (d) couldbeestimatedusing
the following algorithm

1. calculateUserv(1) andUserv(2)
2. � = 2
3. while (Userv(� − 1) − Userv(� )) > " do
4. � = � + 1
5. calculateUserv(� )
6. endwhile
7. � � = �

where" is somearbitrarysmallpositive value.Figure4 shows
� � (c) and � � (d) as the expectedburst size B increasesfor
the centralizedand distributed strategies. One can see that
� � is increasinguntil it reachesa peak and then starts to
drop and for extremevaluesof B , � � (c) and � � (d) estimates
almost converge. The intuition behind this behavior is that
whenB is small,almostall requestsarebeingdirectlyserviced
(no redirection)and thus a small redirection list size � ∗ is
adequate.As B grows larger, more requestsare redirected
and a larger � ∗ is neededto compensatefor freeloadersand
peersleaving the system.As B further increases,redirection
lists includemore andmore freshpointersto peersthat have
downloadedthe �le and thus a smaller and smaller � � is
needed.When B is very large, redirection lists in both the
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centralizedand distributed strategies are saturatedby fresh
pointers3 andthus � � (d) convergesto � � (c).

Typically, a server would ratherkeepthe size � of its list
L at � � to avoid unnecessarybookkeepingof extra pointers
andalso,as we show in SectionVI-B, to avoid deteriorating
the expectedlookup size S. Figure 5 shows U (c)

serv(� � ) and
U (d)

serv(� � ) as the expectedburst size B increases.Note that
thecentralizedstrategy is alwaysoutperformingthedistributed
strategy underreasonablevaluesof B . WhenB getsextremely
high, U (d)

serv(� � ) converges to U (c)
serv(� � ) as redirection lists

becomesaturatedwith freshpointers.
Figure 6 shows the impact of freeloaderson U(� � ). As

the percentageof freeloadersincreases,U(� � ) increasesat a

3Note that thesepointersmight still be pointing to freeloaders.However,
theprobabilityof having pointersto non-freeloadersthatarestill in thesystem
is higher.
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higherratefor the distributedstrategy thanfor the centralized
strategy, becausetheredirectionlist L hasmorestalepointers.
This shows thatthedistributedstrategy is moresensitive to the
presenceof freeloaders.

B. ExpectedLookupSize(S)

Figure 7 shows that as � increases,S(c) is converging to
somevalue while S(d) is not. This meansthat, as opposed
to the distributed strategy, the centralizedstrategy is more
resilient to poor choicesof the redirection list size � . An
unnecessarilylarge � in the distributed strategy can lead to
very large lookup size.

Figure8 plotsS(c)
serv(� � ) andS(d)

serv(� � ) for differentvalues
of B . The distributed strategy always has better expected
lookup sizeS.

Figure 9 shows the impact of freeloaderson S(� � ). As
F increases,S(d)(� � ) increasesat a much higher rate than
S(c)(� � ). However, the distributed strategy still has better
expectedlookup sizeS(d)(� � ) < S(c)(� � ) .

C. Recap

The centralizedanddistributedstrategiesrepresenta trade-
off betweenimproving theprobabilityof lookupfailureU and
the expectedlookup size S. If both strategies useoptimized
redirectionlist size� � , thenthe centralizedstrategy will have
betterU but worseS; and the distributed strategy will have
betterS but worseU . Only underveryhigh requestload(large
B ) that theU for the distributedstrategy convergesto that of
the centralizedstrategy. Also, while the distributedstrategy is
expectedto balancethe load in the systemsincerequestsare
directedto differentservers,it is very sensitive to thepresence
of freeloadersand to the choiceof the redirectionlist size � .

In the next Section,we introducea service strategy that
optimizes both U and S while balancing the load on the
system.
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VII . SCATTERED SERVICE STRATEGY

Minimizing U andS, given the dynamicsof P2Psystems,
requires keeping pointers to non-freeloadersthat have not
left the system which is not an easy task even using a
centralizedstrategy. We refer to non-freeloadersthat have
not left the systemas Scattered Servers, since they are not
assignedprede�ned hash spacelocationsand are randomly
scatteredin the system and refer to any of these servers
as S-Server. Our approachto replicating f relies on having
scatteredservers advertise their copy of f to someof their
neighbors.This approachcomplementsthe centralizedand
distributedstrategiesaspeersstill direct their requeststowards
Nf or towardsNfk (1 ≤ k ≤ m). A requestfor f could be
interceptedby: (1) An S-Server s in which cases will serve
f directly to the requester, (2) A neighborof s to which s has
advertisedf , in which casethe neighborredirectsthe request
to s, and (3) Nf itself, in which caseNf will redirect the
requestbasedonL or evenserve f (if Nf is a non-freeloader).

A. Model

At any point in timet, letX (t) bethesetof scatteredservers
in thesystemthathave acquiredcopiesof f . Also, let x(t) =|
X (t) | be the number of such servers. Note that whereas
scatteredserversareexpectedto beuniformly distributedin the
CAN overlay, assuminglookupsareuniformly generated,the
probability of an S-Server interceptinga requestis dependent
on its location in the overlay and thus is different from one
server to another.

We startby explainingwhy this is thecasethrougha simple
example. Considera set of n = 49 peersmanagingequal
portions of our 2-dimensionalhashspace–referto Figure 1.
We denoteeachportion by its location (i; j ) 1 ≤ i ≤ 7,
1 ≤ j ≤ 7, and the peer at location (i; j ) by N i,j . Let the
server N i∗,j∗ to which requestsare directed(e.g. Nf in the
centralizedserver strategy) be in thecenterof thehashspace,
at location(i � ; j � ) = (4; 4).4

Basedon the CAN de�nition [7], N i,j candirectly contact
only its two neighborsalongeachdimension,N i� 1,j , N i,j� 1,
N i+1,j , N i,j+1, and in order to contactN i∗,j∗ , N i,j forwards
messagesto its neighborclosestto N i∗,j∗ in the hashspace.
Careful inspectionof each peer's choicesreveals that N i,j

will only contactone neighborif i = i � or j = j � , and can
choosebetweentwo neighborsotherwise.Our modelcaptures
the latterbehavior by picking oneof theequidistantneighbors
to N i∗,j∗ at random,with probability 0:5 each.

Let pi0,j0
i,j be the probability of N i,j intercepting a re-

quest originating from N i0,j0. Note that not all peersN i,j

can intercept a request originating from N i0,j0 and that
only peers in the rectanglecorneredby N i0,j0 and N i∗,j∗

can potentially intercept such a request.Let Ci0,j0 be the
set of peers that fall into such rectangle. For exam-
ple, C2,3 = {N2,3; N2,4; N3,3; N3,4; N4,3; N4,4}, C5,5 =

4The exact locationof this server is irrelevant sincethe overlay is a torus
and thus for any locationof N f , we can think of this locationas the center
of the overlay.
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{N5,5; N5,4; N4,5; N4,4}, and Ci∗,j∗ = {N i∗,j∗}. If N i,j ∈
Ci0,j0, then N i,j hasa chanceof interceptingthe requestand
pi0,j0

i,j canbeformulatedrecursively. For thecasewhenCi0,j0 is
in thebottomleft quadrantof thehashspace,by thefollowing
equations:

pi0,j0
i,j =

8
>>>><

>>>>:

0 N i,j =∈ Ci0,j0

1 i = i ′,j = j ′
0:5(pi0,j0

i,j� 1 + pi0,j0
i� 1,j) i < i � ,j < j �

pi0,j0
i,j� 1 + 0:5pi0,j0

i� 1,j i = i �

0:5pi0,j0
i,j� 1 + pi0,j0

i� 1,j j = j �

Symmetryof pi0,j0
i,j allows us to estimateits valuein caseCi0,j0

is in the other threequadrants.
Now, let pi,j betheprobabilityof N i,j interceptingarequest

from an arbitrarypeerof the system's n − 1 peers,excluding
N i∗,j∗ . pi,j could be estimatedby averagingpi0,j0

i,j ∀(i ′; j ′) 6=
(i � ; j � ) as follows

pi,j =

P
(i0,j0)6=(i∗,j∗) pi0,j0

i,j

n − 1

Figure 10 (left) shows pi,j for all peersN i,j in our simple
example.

At time t, x(t) S-Serversarepresentin thesystem.Let p(t)
be the probability having one of theseservers intercepting
an arbitrary request.Note that p(t) cannot be estimatedby
summingpi,j ∀(i; j ) 6= (i � ; j � ) becausepi,j estimatesarenot
independentfrom eachother. As a simple example for how
we accountfor dependency betweenpi,j estimates,consider
the casewhere x(t) = 2 and X (t) = {N i1,j1; N i2,j2} then
p(t) = pi1,j1+pi2,j2−p(i1,j1),(i2,j2) wherep(i1,j1),(i2,j2) is the
probabilityof a requestvisiting bothN i1,j1 andN i2,j2. Substi-
tuting p(i1,j1),(i2,j2) = pi1,j1pi1,j1

i2,j2 + pi2,j2pi2,j2
i1,j1, then p(t) =

pi1,j1(1−pi1,j1
i2,j2)+pi2,j2(1−pi2,j2

i1,j1). in thecasewhenx(t) = 3
and X (t) = {N i1,j1; N i2,j2; N i3,j3}, it could be shown that
p(t) = pi1,j1(1−pi1,j1

i2,j2 −pi1,j1
i3,j3 + pi1,j1

i2,j2pi2,j2
i3,j3 + pi1,j1

i3,j3pi3,j3
i2,j2)+

pi2,j2(1−pi2,j2
i1,j1−pi2,j2

i3,j3+pi2,j2
i1,j1pi1,j1

i3,j3+pi2,j2
i3,j3pi3,j3

i1,j1)+pi3,j3(1−
pi3,j3

i1,j1 − pi3,j3
i2,j2 + pi3,j3

i1,j1pi1,j1
i2,j2 + pi3,j3

i2,j2pi2,j2
i1,j1). In general,

p(t) =
X

Ni;j 2X (t)

pi,j

(1 +

x(t)� 1X

k=1

(−1)k

z
(i;j )

kX

a=1

kY

b=1

p
Z (i;j )

k (a,b� 1)

Z (i;j )

k (a,b)
) (6)

wherez(i,j)
k is thenumberof possibleorderedlistsof k distinct

peersfrom X (t) after excluding one peer N i,j from X (t),
Z(i,j)

k (a; b) is the b-th peer in the a-th such list 1 ≤ a ≤
x(t)!=((x(t) − k)!k!), andZ (i,j)

k (a;0) is N i,j .
Now that we know the probability p(t) of interceptinga

requestby one of the x(t) S-Servers, what is the expected
numberof hopsh(t) to reachan S-server? Let hi0,j0

i,j be the
numberof hopsfrom N i0,j0 to N i,j andlet hi,j betheexpected
numberof hopstaken by an arbitrary requestfrom its origin
peerto N i,j , thenhi,j =

P
(i0,j0)6=(i∗ ,j∗) hi0,j0

i,j pi0,j0
i,j , and

h(t) =

P
Ni;j 2X (t)

P
(i0,j0)6=(i∗,j∗) hi0,j0

i,j pi0,j0
i,j

x(t)
(7)

Figure 10 (right) shows hi,j for all peersN i,j in our simple
example.

If an S-Server N i,j decidesto advertise f 's presenceto
oneor moreof its neighbors,thenx(t) will increaseandp(t)
will increaseaccordingly. A wise selectionof neighborscan
improve N i,j 's chancesof interceptingrequests.Speci�cally,
N i,j should pick the neighbor N i0,j0 that has the highest
probability of interceptingrequestsnot coming throughN i,j ;
that is the one with the highest pi0,j0 − pi,jpi,j

i0,j0. The cost
of scatteredservers' advertisementsis one overlay hop per
advertisingneighbor.

B. S-Servers Complementinga CentralizedServer

Using a centralized server strategy, Nf is N i∗,j∗ and
U (c,s)

serv (t; � ) is the probability of missing all x(t) S-Servers



andalsobeingredirectedat Nf to freeloadersor to peersthat
have left the system.

U (c,s)
serv (t; � ) = (1 − p(t))U (c)

serv(� ) (8)

S(c,s)
serv (t; � ) is the expectednumberof overlay hopstraversed

by a requestat time t. S(c,s)
serv (t; � ) is expectedto be h(t) if

the requestis interceptedby an S-Server, and is expectedto
beS(c)

serv(� ) if the requestreachesNf .

S(c,s)
serv (t; � ) = p(t)h(t) + (1 − p(t))S(c)

serv(� ) (9)

However, one must be cautiousin substitutingfor ∆i in the
U (c)

serv(� ) andS(c)
serv(� ) equations.Notice that requeststhatare

servicedby thescatteredserversdo not reachNf , asopposed
to thecentralizedwith noscatteredserversstrategy whereeach
requestmessagereachesNf , andthusarenot re�ected in the
redirectionlist L. In fact,only onerequestis expectedto reach
Nf each1=(1−p(t)) requests.Factoring1=(1−p(t)) into the
∆i equationof the centralizedserver strategy then

∆i = d i
B (1 − p(t))

e

C. S-Servers ComplementingDistributedServers

Using m distributed servers, then each of the m servers
areresponsiblefor the requestsoriginatingfrom almostn=m
peersand is in the centerof the portion of the CAN hash
spacecontainingthesepeers.That is, one can think of each
Nfk (1 ≤ k ≤ m) as being a centralizedserver N i∗,j∗ in
a hashspacecontainingn=m peers.Also, since we assume
requestsaregenerateduniformly in thesystem,thenat time t,
x(t)=m scatteredservers are expectedto be within the peers
managedby eachserver Nfk. As discussedin SectionV-A,
the expectedbehavior of the system(in termsof U andS) is
that of any Nfk.

Now, p(t) and h(t) could be estimatedusing Equations6
and 7 but using a systemof only n=m peersand x(t)=m
scatteredservers.Then,

U (d,s)
serv (t; � ) = (1 − p(t))U (d)

serv(� ) (10)

S(d,s)
serv (t; � ) = p(t)h(t) + (1 − p(t))S(d)

serv(� ) (11)

Also, factoring 1=(1 − p(t)) into the ∆i equation of the
distributedserversstrategy, then

∆i = d im
B (1 − p(t))

e

D. Performance

In this Sectionwe studytheperformanceof S-Serverscom-
plementinga centralizedserver andS-Serverscomplementing
distributedservers.Simulationparametersarechosento bethe
sameas in the SectionVI. Servicecapacity� is equal to 5.
The previously usedvalue of � = 0:5 doesnot changeour
conclusions.We assumethat the centralizedserver andthe m
distributedserversboth useoptimal redirectionlist size � � .

The performanceof the scatteredservicestrategy depends
on thenumberof S-Serversx(t) in thesystem.Note thatx(t)

is x(t − 1) increasedby the numberof new non-freeloaders
that received copiesof f at time t − 1 and decreasedby the
numberof peersthat left the systemat time t. As a result,

x(t) = x(t − 1)(1 − poff )

+B (1 − U (s)
serv(� � ))(1 − F )(1 − poff ) (12)

whereU (s)
serv(� � ) = (1−p(t))Userv(� � ). In orderto understand

the scatteredservicestrategy in its steadystatebehavior, i.e.
when x(t) = x(t − 1) = x, we substitutex for x(t) and for
x(t − 1) into Equation12.

B � =
poffx

(1 − (1 − p(t))Userv(� � ))(1 − F )(1 − poff )

The resulting equationrelatesx to the expectedburst size
B � that leads to x S-Servers in the steadystate.Note that
Userv(� � ) is also a function of B � . We use the following
iterative approachto estimateB � for any valueof x

1. B = 1
2. obtain � � andcalculateU (s)

serv(� ∗)
3. while B < pof f x

(1� (1� p(t))User v (ρ∗))(1� F )(1� pof f ) do
4. B = B + 1
5. obtain � � andcalculateU (s)

serv(� ∗)
6. endwhile
7. B � = B

To obtain a valueof B � we mustknow an estimatefor p(t),
which can be obtainedusing Equation 6 by simulating the
analyticalmodel. In our simulations,we vary the numberof
S-Servers as a percentageof the total numberof peersfrom
1% to 5% and place them randomly acrossthe CAN hash
space.For a requestwith origin (i 0; j 0) we obtain the values
for p(t) and h(t) using Equations6 and 7. The experiment
is repeatedfor 100 times to obtain the relationbetweenx(t)
and p(t), and betweenx(t) and h(t) for the centralizedand
distributed strategies as shown on Figures 11, 12, 13, and
14, respectively. As expected,the probability of intercepting
an arbitrary requestincreasesas the percentageof scattered
servers increases.In case of the centralized strategy, the
probability of interceptingan arbitrary requestis higher than
for the distributed strategy, becausethe numberof peersin
the rectanglecorneredby N i0,j0 and N i∗,j∗ is larger for the
centralizedstrategy. At the sametime, the expectednumber
of hopsh(t) to reachan S-server decreasesastherearemore
S-serversin thesystem.S-Server canadvertisetheavailability
of the �le to a certainnumberof its neighbors,denotedby a
on all �gures. As a increases,thenx(t) will increaseandp(t)
will increaseaccordingly, while h(t) further decreases.

Now that we have a tool to estimatep(t) given a number
of S-serversin the systemx, we canobtainB � to investigate
the performanceof the S-Servers complementinga central-
ized server and S-Serverscomplementingdistributedservers.
Figures 15 and 16 show the performanceof the S-Servers
complementinga centralizedserver. As we can seethe ratio
of failing requestsis very low and it is very dependenton
the valueof p(t). Requeststhat are servicedby the scattered
servers do not reach Nf and thus are not re�ected in the
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Fig. 11. The probability of interceptinga requestby one of the S-Servers
p(t) for differentnumberof advertisedneighborsa andfor differentnumber
of S-serversx(t) (S-Servers complementinga centralizedserver scenario).

redirectionlist L. Sinceonly onerequestis expectedto reach
Nf each1=(1−p(t)) requests,if a requestmissesanS-Server
and p(t) is high, than the redirection list at the centralized
server includesa very largenumberof stalepointers.Thus,the
probabilityof a lookupfailureincreasesfor therequestswhich
miss an S-server, but this increaseis not signi�cant. Using
the S-Servers complementinga centralizedserver strategy,
the expectedlookup size S improves signi�cantly over the
centralizedstrategy alone.

On the otherhand,aswe canseefrom Figures17 and18,
usingtheS-serverscomplementingdistributedstrategy did not
improve the performanceof distributed strategy at all. The
ratio of failing requestshas now even increased,since the
probability of a requestbeing interceptedis not ashigh as it
is for a centralizedcaseandthe redirectionlist of the servers,
which already lacks information about requestsdirected to
otherserversis now missingthe informationaboutintercepted
requests.S-servers needto advertiseto more neighborsthan
for the centralizedstrategy to increasex(t), which can be
unrealistic.The only improvement is in the expectedlook-
up sizebut asobserved in SectionVI the distributedstrategy
outperformscentralizedstrategy when they both useoptimal
redirectionlist size � � .

E. Recap

Scatteredserversstrategy triesto improvebothU andS. As
a sideeffect of this scatteredservice,theloadon thesystemis
balancedandhot spotsat the server(s)Nf (Nfk ) areavoided.
Scatteredserversstrategy is more effective if complementing
thecentralizedstrategy, while for thedistributedstrategy it can
evendeterioratethe performanceof thesystem.The probabil-
ity of a requestbeinginterceptedfor distributedstrategy is not
ashigh as it is for a centralizedstrategy. The requestswhich
are interceptedby S-serversarenot presentin the redirection
list, which is alreadylackingtheinformationfrom therequests
that were directedto other servers in the system.Therefore,
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Fig. 12. The probability of interceptinga requestby one of the S-Servers
p(t) for differentnumberof advertisedneighborsa andfor differentnumber
of S-servers x(t) (S-Servers complementingdistributed servers scenario).
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Fig. 13. The expectednumberof hopsto reachone of the S-Servers h(t)
for different numberof advertisedneighborsa and for different numberof
S-serversx(t) (S-Serverscomplementinga centralizedserver scenario).

the requestswhich reachone of the distributed servers will
�nd the redirectionlist with even morestalepointers.Only if
thereis a very largenumberof S-serversin thesystem,would
the U for the distributed strategy approachto the U of the
centralizedstrategy.

VI I I . RELATED WORK

Peer-to-Peer(P2P)systemsare one of the fastestgrowing
and most popular Internet applicationsdue to the growth in
PCs power and wide spreadof broadbandnetworks. P2P
systemscan be classi�ed in threecategories: (1) centralized
systemssuchas Napsterin which userssubmit queriesto a
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Fig. 14. The expectednumberof hopsto reachone of the S-Servers h(t)
for different numberof advertisedneighborsa and for different numberof
S-serversx(t) (S-Serverscomplementingdistributed serversscenario).

centraldirectoryserver [], (2) decentralizedstructuredsystems
in which the P2Ptopology is controlledand �les are placed
at speci�ed locationsfor subsequentqueriesusingDistributed
Hash Tablesto map a key to the network node responsible
for that key [7], [6], [14] and (3) decentralizedunstructured
systemssuch as Gnutella [10] in which there is no precise
control of P2P topology and queries are performed with
�ooding of the system.

Both replication[2], [16], [3] and caching [13], [?] can
improve overlay performance.In replication, an independent
copy of data is maintainedat different sites,acting as peers
and different schemescan be used to manageconsistency
amongthem.In structuredpeer-to-peersystemsmultiple hash
functionscould be usedto improve dataavailability to map
a single key onto multiple points in the coordinatespace.
A (key,value) pair would then be unavailable only when all
replicasare simultaneouslyunavailable [7]. In caching, the
copy of dataat the origin site is the of�cial copy.

In thispaperweanalyzeservicestrategiesin structuredpeer-
to-peersystems.We presentthe resultsin the context of a 2-
dimensionalCAN overlaystructure[7], usingthe approachto
modelpeer-to-peersystemsasin [9], [4], but our conclusions
are intendedto be independentof P2Pstructure.

IX. CONCLUSIONS

In this paper, we have devised a model that captures
importantcharacteristicsof P2Psystems,like thepercentageof
freeloaders,the lifetime andtheservicecapacityof peers.,etc.
Usingthis model,we have analyzedandcomparedcentralized
anddistributedservicestrategies.We havealsousedthemodel
to de�ne optimal redirectionlist sizesfor thesestrategies.Our
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analysisrevealsthat the centralizedand distributed strategies
representa tradeoff between improving the probability of
lookup failure and the expectedlookup size. The distributed
strategy is morevulnerableto thepresenceof freeloaders,and
that the performanceof the systemis more sensitive to the
choiceof thedistributedstrategy redirectionlist sizethanit is
to the centralizedstrategy redirectionlist size.

We have also introduceda servicestrategy that optimizes
both theprobabilityof lookupfailureandtheexpectedlookup
size while balancing the load on the system. The non-
freeloadersthat have not left the systemcould intercept a
lookup traversing to the server and serve the �le directly
to the requesterthus reducingthe expectedlookup size and
reducingloadon theserver(s).Thisapproachcomplementsthe
centralizedanddistributedstrategiesaspeersstill direct their
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requeststowards server(s). Analysis and simulations reveal
that the scatteredstrategy provides betterperformancegains
than the centralizedand distributed strategies. An important
open issueis how would this strategy perform in a realistic
peer-peersystem.
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