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Abstract— Limited resources and time-varying nature of wire- Existing work in CLO designs essentially falls into two
less ad hoc networks demand optimized use of resources acsos categories: theoretical approaches [3], [4], [5], [14] amdc-
layers. Cross-layer optimization (CLO) for wireless netwaks, an tical approaches [12], [16], [19]. The theoretical apples

approach that coordinates protocol behaviors at differentlayers bl timal. | th deli th timal
with a goal to maximize a utility function, has received con- aré provably optimal, 1.€., they can deliver the optimal-per

siderable attention lately. However, most existing work renains formance and maximize a utility function (e.g. end-to-end
as theory and no practical CLO based on utility optimization throughput). However, since these approaches usually have
exists today. The main difficulties in implementing theoreical certain theoretical assumptions, they are rather impralciind

CLO designs arise often from impractical assumptions about difficult to implement in practice. On the other hand, preati

the characteristics of the wireless medium and also from com . - ’

putational and communication overhead of proposed solutins approaches are relatively easy to implement but they_dne_rr_at
to achieve or approximate the optimality. In contrast, many @d hoc in nature and mostly developed based on intuitions.
existing practical approaches for CLO (not necessarily ulity Since practical approaches are not derived within a theoret
optimization) are rather ad hoc in nature and developed mody jcal framework, it is hard to understand their performance
based on intuitions. Thus, a clear gap between theory and gnatically and to determine their performance bounds, (i.
practice in CLO exists. This paper addresses this dichotomy . .

to close the gap by taking an optimal solution from utility- whether the bounds of performance_for practical solutl(}i@_h
based CLO and applying practical approximation to enable a been reached). Further, great cautions need to be exemised
practical implementation in a wireless mesh network where ndes practical approaches that are designed without an anallytic
are statically positioned in an ad hoc fashion. We focus on #1  analysis (such as stability and convergence) to avoid tmdes

utility of maximizing throughput. We identify the impracti cal or g6 protocol behaviors and unintended or unforeseen selver
computationally-intensive components of a theoreticalbderived . t fi bet tocol | 13

optimal throughput-maximizing solution and then propose, in  Interactions between protocol layers [13].
most cases, practical approximation with O(1) complexity dr As the networking research community moves forward, we

MAC, scheduling, routing and congestion control. The resulis  believe that there are two alternate paths. (1) We can agatin
a practical CLO solution that approximates the theoreticaly-  to fine-tune practical approaches until a point of dimirmighi
derived optimal solution, but achieves much improved perfo ety is reached (since we do not know the performance
mance over existing practical CLO implementations. . "
bounds). (2) Theoreticians and practitioners can comethege

and make theoretical approaches practical by replacinththe
oretical assumptions with practical approximations. Wt

In recent years, considerable interest has been paidthe second path in this work and attempt to bridge the gap be-
wireless ad hoc networks. The main advantage of ad htveeen theory and practice by making a theoretical CLO design
networks is that they can be deployed easily without giractical. This is accomplished by replacing the assumptio
infrastructure. However, the advantages and opportsndfe of a theoretical CLO with practical approximations. Sinke t
ad hoc wireless networks also come with significant techinigaractical approximations achieve the intended purposéiseof
challenges in the design of these networks. theoretical assumptions, our practical CLO enjoys the same

Due to the characteristics and challenges of ad hoc wirelessalytical properties of its theoretical counterpart. Témult is
networks such as intermediate bit error rates and interé@® a practical solution that approximates the theoreticd#yived
between nodes [1], performance of network protocols suoptimal solution but obtains much improved performance ove
as TCP that were originally designed for wired networksxisting practical implementations.
degrade significantly on ad hoc wireless networks [9]. For The contributions of our paper are: (1) We present a practi-
this reason, many have argued that the characteristics aatland integrated CLO design for MAC, routing, scheduling,
challenges of ad hoc wireless networks call for a new pamadigand congestion control. Unlike previous CLO designs that
of protocol designs where protocols are jointly designed afocused on specific problems [2], [7], [20], our solution is
optimized across different layers [3], [4], [5], [6]- Exatap an integrated CLO across the aforementioned protocol $ayer
of CLO designs are TCP enhancements for wireless networisimprove overall system performance. Further, to the best
A number of CLO designs allow TCP to differentiate betweeour knowledge, our work is the first practical CLO design that
causes of packet losses (e.g. between congestion and Imklerived from the optimization framework for CLO design.
failures) and take appropriate reactions [11], [20]. OBEO (2) We designed and implemented ZMAC+ as an alternate
designs either modify TCP or the MAC layer to reduce packetechanism to IEEE 802.11e [18] for MAC prioritization.
collisions and improve TCP throughput [8], [9], [16], [19]. MAC prioritization is important in a CLO design because it
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allows congested nodes to receive prioritized access to thete that TCP-FeW only focuses on the specific problem of
wireless channel and drain their packet queues. congestion control in wireless networks and could beneditfr
The rest of the paper is organized as follows. Section ligiveupport of MAC and routing protocol.
a survey of CLO designs in wireless networks. Section Ill re- Chiang proposed a distributed joint algorithm for congesti
views the theoretical CLO framework that our design is basedntrol and power control in CDMA wireless networks [5].
on and points out its impractical assumptions. Section I€hiang’s algorithm used a delay-based algorithm similar to
presents a practical CLO design that approximates a thealretTCP Vegas to adapt the source rates. Further, nodes increase
CLO by using practical approximations. Section V presentstlaeir power level proportional to their current shadow eric
performance evaluation of our CLO design and compares(@domputed as a function of their queues) and inversely pro-
with existing practical CLO approaches. Section VI summaortional to the current power level. The idea is that if aeod
rizes and concludes our paper. has a large queue, it increases its transmit power to improve
its signal to interference ratio and thus its transmissiate r
to drain its queue faster. However, the transmit power ghoul
A number of CLO designs have been proposed. Howevenly be increased moderately when the current power level
these designs usually focused on specific problems for ad healready high. We note that Chiang’s algorithm only applie
wireless networks. We will review and discuss existing CL@r CDMA networks and not necessarily applicable for CSMA
designs mostly related to our work in this section. networks such as prevalent IEEE 802.11 and sensor networks.
De Couto et al presented the expected transmission counChen et al proposed a joint design of congestion control,
(ETX) as a new routing metric that predicts the number @buting, and scheduling to achieve high end-to-end thrpugh
retransmissions using per-link measurements of packet l@hd efficient resource utilization [3]. This design is based
ratios in both directions between nodes [7]. They showetl thtae optimization framework and provides provably optimal
when routing protocols incorporate the link quality by @sinend-to-end throughput as a utility function. Chen et al deco
ETX, the throughput of multi-hop routes can be improved byosed their design into distributed algorithms for conigest
up to a factor of two over the traditional minimum hop-countontrol and routing/scheduling that interact through @stign
metric. We use ETX as a routing metric for nodes to fingrices. The congestion prices are computed locally at each
paths with good link quality but also incorporate interant node based on the difference between bandwidth demand and
between routing, scheduling, and congestion control tnall the capacity of that node. The congestion control algorithm
nodes to find routes around congested links. regulates sources’ sending rates according to the copgesti
Hull et al presentedrusion a combination of hop-by-hop price. Routing and scheduling are done locally at a nodedbase
flow control, rate limiting source traffic when transit traféx- on back pressure from the differential prices of neighlkmprin
ists, and a prioritized MAC to improve network efficiency [12 nodes as follows. Each node collects congestion pricesitsom
Hop-by-hop flow control allows nodes to provide back preseighbors, computes the differential price between itaafd
sure toward the source and prevents nodes from transmittiteg neighbors for each destination, and passes this informa
packets faster than the downstream nodes can forward théion to its neighbors. Each node then performs a distributed
Rate limiting meters traffic entering the network to prevertigorithm to choose anatched linkto one of its neighbors
unfairness between transit flows and flows originating atthat maximizes the differential prices of these two nodes (a
local node. A prioritized MAC allows congested nodes tbink is logical concept and is defined as a wireless channel
receive prioritized access to the wireless channel anchdréetween two nodes). Packets are forwarded over matchesd link
their packet queues. Our CLO design is similar to Fusion for a certain time interval. After that, nodes exchangerthei
that nodes perform hop-by-hop flow control and rate limitingongestion prices and choose their matched links again.
at the sources. However, our CLO design also incorporatedn sum, existing work in CLO designs falls into two cate-
interactions between routing and congestion control engit gories: theoretical and practical approaches. Our woskrgits
to route packets around congested areas of a network.  to bridge this gap by taking an optimal solution from the
Nahm et al investigated the impact of TCP on on-demanuility-based CLO design developed by Chen et al and apply-
routing protocols such as DSR. They showed that the fasy approximations to make this theoretical solution pcatt
growth rate of TCP’s congestion window can cause packéfe will review Chen et al's CLO design in more details and
losses at the link layer due to MAC contention and the hiddgwint out its impractical assumptions in section IIl. SewtlV
terminal problem [16]. These packet losses are perceivedmesent our CLO design with practical approximations for
routing failure by routing protocols such as DSR. This rogti these impractical assumptions.
failure causes TCP to time out. During the time-out, the
routing failure is recovered. The cycle between routinufai
and routing recovery continues after the time-out when TCP
starts transmitting packets again. Nahm et al proposed TCRsince Chen et al's CLO design is derived from the opti-
fractional window increment (TCP-FeW), a modification ofnization framework, it can maximize a utility function (in
TCP that increases the congestion window at a slower rakés case the utility function is end-to-end throughputyl an
to avoid the adverse impact of TCP on routing protocols. Wen provide provably optimal performance. However, the CLO
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design proposed by Chen et al makes a number of assumptiBndmpracticality

that are rgthgr imprgctical. In this s.ection, we first re‘.’@“ Since Chen et al's CLO design is derived from the optimiza-

CLO design in details and then point out its impracticality. tion framework, it can deliver provably optimal performanc
and maximize a utility function such as end-to-end throughp

A. Joint Design Algorithm However, it is difficult to implement this design due to a

Each nodei maintains per-destination queues for packet§Umber of its impractical assumptions. .
Given a link graphL and a positive scalar step size each First, the design only considers primary interference and

nodei updates its per-destination congestion price with respé§sumes that communications between nodes can occur si-
to destinationt as follows. multaneously as long as no two adjoining nodes send and

receive at the same time. While simultaneous communicstion

are possible with orthogonal CDMA or FDMA channels, an ad

PEt+1) — pPe)+ v @F(p@) - hoc channel assignment scheme is either inefficient or sncur
large overhead. Further, since the design does not consider

k k ’
(_. Z p(t)fij + ) Z p(t)f5)) (1) secondary interference, it is not applicable for CSMA nekso

Feel samel such as widely deployed IEEE 802.11 and sensor networks.
Here f*  is the rate of packets destined koflowing from Second, the design does not provide a mechanism that

nodei tomnodej during time slott. The packet ratef¥, (1) ENSures the rate allocations determined by the optimizatio

. i ; . X
is computed based on the price information at the beginni@é‘mework‘ The desired _rate aIIocatlons_can be _approxninate
y having nodes match links and transmit exclusively over th

of time slot¢. Further,z* is the source rate of nodeand is hed links. H hi d i :
adjusted based on the local congestion price at the begjimhin matched links. However, this would Incur immense commu-

time slot¢. Given a utility functionU(z) that is continuously nication qverhead. Further, support at the MAC Iayer"such as
differentiable, increasing and strictly concave, the seumte prioritization is necessary to achieve the rate allocationa

can be computed as follows. broat_jcast medium. ) ) )
Third, nodes need to communicate their price and also

L "1k differential price with each other. While the price infortioa
i (t) — U (pi (1)) (2)  can be broadcast by nodes, this incurs a communication over-
) o ) ] head and reduces the effective data rate. The communication
_ Each node also exchanges its price information with all &f erhead can be amortized by reducing the rate of message
its neighbors and find destinatidrf(¢) such that exchanges. However, this would also degrade the granularit
and accuracy of the implementation.
k*(t) € arg maz(pf (t) — p(t)) (3)  Fourth, routing is coupled with scheduling in Chen et
al's CLO design where nodes route packets to the neighbor
The rationale here is that for packets destined:tomode with the lowest congestion price. However, this can cause
i would choosej as the next hop such th&b}(t) — p%(¢)) nodes to route packets over very long paths. We believe that
is maximized sincegj is the least congested node among atbuting should be guided with topology information to inese
neighborsj of i. Further, node first services packets destinedresource efficiency and reduce end-to-end delay.
for the destinatiork*(¢) with the most backlog (the highest Fifth, lossy links are not considered in Chen et al's CLO
difference in price). design. However, price information without consideratin
After nodei collects congestion price from all its neighborslink’s quality can be deceptive because a node could attempt
it calculates the differential price and passes this infitian to route and retransmit a packet over links with poor quality

to all its neighbor. multiple times. When this occurs, other packets behind the
pending packet are blocked even though they may be destined
wi () — pF D) _p;? ® () (4) for a different node and could be routed over different paths

Impractical assumptions in Chen et al's CLO design make

To maximize the utility function (e.g., total throughput)it difficult to be implemented. We will present our approxi-

nodes allocate a capacity ;(t) over link (i, j) such that mations for these assumptions that help us obtain a practica
’ CLO solution in section IV. We also extend our CLO design

5 and take into consideration routing topology and link's lgya
Z wij(8) X fij ®) 1o further improve the overall system performance.
(i.5)€L

IV. PRACTICAL APPROXIMATIONS FORCROSSLAYER

is maximized. This optimal solution can be arrived at via
OPTIMIZATION

non-linear programming. Nodes schedule and route packets

over each link(i,j) € L during time slot¢ according to  In our CLO design, the following components interact with
the rates determined in equation (5). Nodes exchange preach other to jointly achieve overall system performance:
information and repeat the same algorithm for each time sIMAC prioritization, scheduling, hop-by-hop flow controgte



adaptation at the sources, and link-aware and congestiend-to-end latency by controlling the queuing delay and lim
aware routing. Scheduling and MAC prioritization allow esd iting the numbers of enqueued packets at each node.

with large queue backlogs to take precedence over otheHop-by-hop flow control is performed by using back pres-
nodes in obtaining access to the wireless channel. Hop-lsywe between neighboring nodes. When a node detects that
hop flow control prevents nodes from sending packets tis queue is larger than the queue of one of its neighbors
fast and causing buffer overflows at downstream nodes. Réferough the mechanisms in section IV-A), it stops forwagli
adaptation at the sources is an extension of hop-by-hopalontpackets to that neighbor and explores alternate paths kéx ot

It prevents packets from entering the network a faster rateighbors. Further, if a node receives more traffic to fodvar
than the network can forward these packets. Link-aware atithn it can pass on to its neighbors, its queue will grow and
congestion-aware routing helps nodes route packets aues li eventually causes the upstream nodes to either reduce their
with good quality and avoid congested areas. In this sectidransmission rates or to find alternate paths to the destirat

we will first present an overview of our CLO design and themhis congestion feedback propagates back to the sources and
follow with the details of its architectural components. prompt them to reduce their transmission rates.

A. Design Overview C. Rate Adaptation

In our design, nodes use an algorithm similar to the ETX Rate adaptation allows sources to seek an equilibrium state
algorithm to measure their links’ quality [7]. Each nod@f the network where sources do not inject packets into the
periodically broadcasts an ETX message that contains gfwork at a rate faster than the rate of packets leaving the
increasing sequence number and the number of ETX messagivork. Unlike TCP that performs rate adaptation on an end-
from each of its neighbors that it recently received. A nod@-end basis, our rate adaptation estimates the congéstien
computes the forward delivery ratial;, to a neighbor as of the network based on the source’s queue dynamics and
the successful ratio of its ETX messages that this neighk®ftapts its transmission rate accordingly.
recently received (and reported). Further, a node comphées The source samples its own queue periodically and com-
reverse delivery ratiod,, to a neighbor as the ratio of ETX putes the queue difference between the current and the-previ
messages that it recently received from this neighbor. mtpvious sample. If the queue difference is 0, the source probes
d; andd, to each of its neighborg nodei uses a dampening for available bandwidth by increasing its transmissiore rat

coefficienta to estimate the link’s quality betweenandj.  additively rate = rate + 6. Otherwise, the source adjusts

its transmission rate based on the queue difference =
Q Diff
(6) rate + Updquiglentlerual " . . .
dy x d, Note that our algorithm for rate adaptation is only intended

The ETX metric represents the number of expected retraf@-réplace TCP’s congestion control mechanism. A separate
mission count and reflects the quality of a link between tw§€chanism similar to that of mTCP [21] could be used to
nodes. However, information about link quality alone is ndtrovide reliable data transport and packet reordering.

sufficient for nodes to make good routing decisions. Whenmt scheduling

node chooses the _next hop for a} packet, '.t must alsq have SO, order to avoid head-of-the-line blocking where a pacéet t
knowledge about its neighbors’ congestion levels in order t

. Y a certain destination is transmitted over a link with pocaliy
make good routing decisions.

) : o L and would block other packets behind it, each node maintains
Each node in our design maintains per-destination queues

for packets that they either generate or forward for otheleso pef-destination queues for packets. A node decides which pe

o . destination queue it services next and where to route a packe
toward the destinations. When a node transmits a packet, |t . p

includes the queue length of the corresponding per-ddistina from this queue based on a differential congestion pricé tha

queue in the packet header. Taking advantage of the brdad regects the ETX metrics and on the queue difference between

nature of the wireless medium, nodes passively listen tw the dt node and its neighbors.
neighbors’ transmissions to c,oIIect in?ormatio);] aboutirthe Let 1 and l-;? be the per-destination queue length for

'9 , . . qestinationk at nodes andj. For each destinatioh, nodei
neighbors’ queue lengths. By piggy-backing the queue Ienq: . : : . .
: : . S omputes the differential congestion pricé; between itself
information, we obviate the communication overhead that wa . : . J

] ) . and each of its neighborsas follows.

necessary in Chen et al's CLO design.

A node makes its decisions about routing and packet . Ik — l;,c
scheduling based on its ETX metrics to its neighbors and the Cij < ETX..
gueue differences between itself and its neighbors. Thailglet *

of these algorithms are discussed in the subsequent section The differential congestion price}; indicates whether node
i should route packets destined florover nodej. If ETX;;

B. Hop-by-hop Flow Control is the same for all neighborsof nodei, the largest value of
Hop-by-hop flow control prevents nodes from transmittingfj hints that node should route packets destined for node

packets too fast and causing buffer overflows at downstrednover the neighboy with the smallest queue Iengt@i. On

nodes. Further, hop-by-hop flow control can also help reduttee other hand, itf has the same value for all neighbgref

ETXU —aX ETX” + (1 — a) X

()



Beacons for high,
medium, and low

nodes, the largest value onj suggests that nodeshould

forward packets destined férto the neighboy with the most priority
reliable link (the smallesET X;). ™
If multiple per-destination queues at nodare backlogged, RN
node; will first schedule a packet destined fbrand forward Busy > 479 Next
this packet to its neighbai so that the differential pric€’}; o T Contontion sit
. . . . . . erer
is maximized for all destinations and all neighborg. >
. . . .. Select slot and decrement backoff
Since multiple nodes in a collision range can attempt to as long as medium stays idle

obtain access to the wireless channel simultaneously,snode
must use a distributed scheduling algorithm to avoid colli-
sion. Depending on its maximum differential price, a node Fig. 1. ZMAC+ backoff mechanism
competes for the wireless channel with a high, medium, or

low priority. The rationale behind this is that we want toajiv
prioritized access to the wireless medium to nodes that 4R strengths of CSMA and TDMA [17]. ZMAC uses CSMA

congested so that they can drain their queues fast (a laftfethe basic mechanism for MAC but uses a TDMA slot
queue implies a large differential price). The mechanism f§SSignment as a “hint” to enhance contention resolution. In
MAC prioritization is ZMAC+ and is discussed in section IV-2MAC, nodes run a distributed scheduling algorithm for time
F. Our scheduling algorithm approximates Chen et al's CL&)0t assignment. A node that is assigned to a time slot is an
design in scheduling packets and choosing the next hop BY¢nerof that slot and other nodes amen-ownersof that slot.

it comes with the advantage that there is no communication® node performs carrier-sensing and can transmit a packet

overhead of message exchanges. when the channel is idle. However, the owner of the current
_ _ _ time slot has a shorter initial contention window size anasth
E. Link-aware and Congestion-aware Routing higher priority in obtaining access to the channel than the

The scheduling algorithm discussed in section IV-D allows2on-owners. Thus, when owners have data to transmit in their
node to forward packets to the next hop that is least congestéme slots, ZMAC reduces the chance of collision. However,
This scheduling algorithm has to be combined with the rgutifvhen owners do not use their time slots, non-owners can
algorithm to prevent nodes from routing packets over tog loPPportunistically transmit their data.
or unreliable paths. In our design, nodes run the DSDV rgutin ZMAC+ is built on ZMAC and supports three priority
protocol with ETX as a routing metric. For each destinatiolgvels: high, medium, and low. The number of priority levels
k, a node restricts its choices for the next hogiimeighbors represents a trade-off between implementation overhedd an
for the K shortest paths to the destinatibifusing ETX as the fine granularity. Since ZMAC+ is intended to be an alternate
routing metric). The node then runs the scheduling algarithmechanism for IEEE 802.11e that supports four priority leve
discussed in section IV-D to choose the next hop for a packe€ implemented four priority levels in our design (our inten
from theseK neighbors. tion is that our CLO design could run on top of IEEE 802.11e

When a node startgy is initialized to 1. A node increments seamlessly). However, the highest priority level is resdrfor
K to explores new paths when the queue lengths of &Ruting messages.
current K next hops exceed a threshaldh;gnmark. A Node A node chooses a priority level for a packet based on
decrements< to avoid routing packets over long paths wheiis differential congestion price. The details of ZMAC+ are
the queue lengths of all curredt next hops fall below a depicted in Figure 1. When a node with high priority detects
threshold L;,wmark- 1IN general, the value of presents a that the channel is idle, it waits for a short interframe gpac
trade-off between high throughput and low delay. The high€9IFS) before it attempts to transmit a packet. If the channe
K is, the more paths a node can explore and the higHgrstill idle after SIFS, the node transmits a beacon (a short
throughput it can achieve. However, some of the taken patbigst) to contend for the channel. Ideally, we would like a
may include a long detour around congested areas and ingage to immediately proceed to transmit a packet if there is
considerable delays. For this reason, we also resfticto Nno collision during its beacon transmission. However, &inc
B x N where N is a node’s number of neighbors afid< nodes cannot sense the channel while transmitting, they use
B8 < 1. We found in our simulations that = 0.1 is a good ZMAC’s mechanism to resolve possible contention after the
compromise that allows our design to achieve good throughfgacon transmission.

without incurring considerable delays. When a node with medium priority senses that the channel is
o idle, it waits for (T + SIFS), where T is the transmission pdri
F. MAC Prioritization of a beacon. If the channel becomes busy during that time

We design ZMAC+, a mechanism for MAC prioritization,interval, the node backs off. If the channel is still idleeafthat
that supports the scheduling component discussed in stme interval, the node transmits a beacon and then executes
tion IV-D to give congested nodes preferential access to tiiee ZMAC algorithm to contend for the wireless channel.
wireless channel and approximate the optimal rate allocati A node with low priority defers to nodes with high and
ZMACH+ is based on ZMAC, a hybrid MAC which combinesmedium priority by waiting for (2*T + SIFS). If the channel



TABLE |

THE DEFAULT SETTINGS FORDCLO AND DPCLO of each packet is passed on to the prioritized MAC, which

then transmits the packet with a priority decided by theegpric
associated with the packet. The default parameters used for
DCLO and DPCLO are given in Table I.

Radio Channel Data Rate 2Mbps
Radio Transmission Rangg  250m
Radio Interference Range 550m

Packet Size 200 bytes B. Comparison with Distributed Matching (DCLO)

z‘jr'DES“za“"” Queue Sizp ‘;’S:giii We first compare the performance of DCLO (based on
Tnsanmars 7 packets distributed matching) to DPCLO (based on Z-MAC+). Con-
B 0.1 sider the topology shown in Figure 2 (A). The edges show

connectivity between nodes. We create two flows-B and

F—D from T=200s to T=300s. The throughput obtained by
becomes busy during this period, it backs off. Otherwise, ggach flow in DCLO and DPCLO is shown in Figure 2 (B)
node with low priority proceeds to compete for the wirelesdd (C) respectively. While the rates converge in both cases
channel by transmitting a short beacon and then falling baPCLO achieves somewhat less throughput than DPCLO. This
to the mechanism of ZMAC for contention resolution. is because of two reasons: 1) the communication overhead

involved in the creation of the matching. 2) Due to the absenc

V. PERFORMANCEEVALUATION of routing information in DCLO, some packets traverse salver

We evaluate the performance of our practical cross-lay@@ps before eventually reaching their destination, wgstin
optimization framework with existing congestion controvaluable bandwidth. Due to the small size of the topology,
schemes — Fusion [12], TCP, TCP-FeW [16], and our imibe performance degradation is not significant in this case.
plementation of the distributed matching based algorithilowever, as we shall see later, this has a much more adverse
proposed by Chen et al. [3]. Note that our cross-layer opffect on larger and/or denser topologies.
timization framework is a complex system which require
interactions between transport, network and MAC layers.
accurately pinpoint the contribution of each layer to theral [N this section, we will study the performance of DPCLO
performance, we first test the performance on small, simgl@ small topologies to illustrate the contribution of each
topologies, where it is easier to do so. Then we proceed @mponent of the algorithm to the overall system perforreanc
test the performance on a large 108 node multi-hop wirelessl) Single-Path Vs Multi-Path Routing/Ve first look at how

” Micro-benchmarks

network with different flow scenarios. the multi-path nature of DPCLO improves fairness between
) ) flows and allows flows to dynamically change their paths to
A. Implementation Details react to congestion. We run an experiment with two flows,

Chen’s et al. CLO algorithm described in section Ill reA—E and D—F from time T=200s to time T=300s.
quires a centralized implementation to construct the ndkékwo We compare two variants of DPCLO, 1) DPCLO restricted
topology as a weighted graph and would cause an immersesingle path routing — each node forwards packets to the
communication overhead. For this reason, Chen et al. pemposext hop based on shortest path routing, but source rate
a distributed algorithm that approximates their theoedf@_ O control, hop by hop flow control and prioritized MAC are
design. Due to space limitation, we omit details of Chenlgft in place, and 2) DPCLO with all features enabled —
distributed CLO algorithm (DCLO) and only summarize thag¢ach node forwards packets to neighbors based on their queue
DCLO calculates the differential prices and link weights asccupancies. Figure 3 shows the throughput achieved by each
before. After that DCLO has each node finchatchingneigh- flow for both cases. In the case of single path routing, A
bor from its “free” neighbors so that the link weight betweeforwards packets to E based on shortest path routing through
these two nodes is maximized. During a matching intervdhe node D. Hence D has to forward packets from A as well as
nodes forward data packets over matched links exclusivellg own generated packets, reducing the rate of flow 2. In the
We implemented DCLO in ns-2 and compare it with oucase of DPCLO with multi-path routing, A utilizes paths A-
own distributed practical CLO algorithm (DPCLO). FurtherB-C-E as well, reducing the load on node D, leading to better
we implemented DCLO and DPCLO on top of Z-MAC, Z-fairness between flows. In doing so, however, the aggregate
MAC+, and IEEE 802.11e to explore the effects of MAQhroughput reduces by about 50%.
implementation on the overall performance of a CLO design. 2) Link Aware Routing and Scheduling (ETX)¥e now

For DPCLO, at the network layer, we modify the DSD\tonsider the case of lossy wireless links. Maintaining Hraes
routing protocol in ns to broadcast ETX messages at regutapology as in Figure 3 (A), at the beginning of the simulatio
periods of time for link error estimation. In addition, weeach link is assigned a constant loss rate chosen randaonty fr
modify the routing queue to implement per destination gseu¢he interval [0,0.6]. We maintain two flows,-AE and D—F.
At the transport layer, source nodes update their trangmissThe average throughput of each flow over 200s of simulation
rates based on the rate-control algorithm introduced in- Sditne are shown in Figure 4. The increase in throughput occurs
tion IV-C. Intermediate nodes schedule packets based on thee to two main reasons: 1) The use of ETX as a routing
price based queuing introduced in Section IV-D. The priametric allows each node to select those next hop neighbors
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Fig. 2. Throughput performance comparison between Cheliseb€LO and our DPCLO design. Two flows-AE and F—D are generated on the topology
shown in (A) from time T=200s to time T=300s.

Single Vs Multi Path Routing for node A. A similar case holds for topologies in Figure 5
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equal throughput.

Figure 5 (B) and (C) show the throughput of flows—+/B
and C-D on topology A when using DPCLO-Z-MAC+ and
Flow A Flow o DPCLO-802.11e respectively. We can observe that in the case
Fig. 3. Comparison of flow throughputs when DPCLO is run witid a of DPCLO-802.11¢, flow A-B gets much less throughput
Witr.]ou.t multi path routing. We use the same topology as irufég2 (A). compared to the flow &D. In the case of DPCLO-Z-MACH+,
Two flows, A—~E and D—F start at time T=200s and stop at time T=300s.flow A—B does get reduced throughput, but the disparity

is not as much as with DPCLO-802.11e. This is because
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110000 | | ERLO-EMACTS begin transmissions at the beginning of the TDMA slot,
sooo0 | | REER™ reducing the packet loss rate for A considerably, compared
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to the case where both A and C transmit in an uncoordinated
manner as in DPCLO-802.11e.

Figure 5 (E) and (F) show the throughput obtained by
flows A—B and D—C on topology D when using DPCLO-
Z-MAC+ and DPCLO-802.11e respectively. In the case of
Figt. 4.k T_t;ﬁ Ieffectl_okaT\)/(vwhen EPCLo-z-{\AAC‘f is ussdﬂon a wisle DPCLO-802.11e, although each flow captures the channel for
L (o5 ke M e e e opology s linate & significant periods of time, eventually however they retega
[0,0.6]. access to the other flow, resulting in long term fairnesss i
because of the exponential backoff present in 802.11e. & nod

which has just finished packet transmission starts off with a
as forwarders to which they have high transmission succesgall backoff window, but nodes which faced collisions expo
probability. 2) This selection is augmented by the use afepri nentially increase their backoff windows, leading to captu
based queuing, which takes ETX into account, as explainedAgain, being based on TDMA, DPCLO-Z-MAC+ does not
Section IV-D. face this problem, providing both flows with same throughput

3) TDMA Vs CSMA MACZ-MAC+ uses a TDMA based A similar case can be observed for the topology C, where
MAC, namely Z-MAC, to resolve contention, whereas IEEghe corresponding flow throughputs are shown in Figure 5 (H)
802.11e uses a CSMA based MAC, namely 802.11, to resoffed (I). However, interestingly 802.11e shows better agppee
contention. The use of these two kinds of MAC for implethroughput compared to Z-MAC+. We attribute this to the
menting the prioritized MAC in DPCLO has different kinds ofise of RTS/CTS in 802.11e which effectively synchronizes
ramifications on the performance. Consider the three smenanodes A and C and prevents capture. Note that RTS/CTS is
shown in Figure 5 (A), (D) and (G). In all three cases, thigeffective in the case of topology D since sources A and D
edges indicate the transmissi@s well as the interference are more than two hops away from each other.
range In Figure 5 (A), node A cannot sense the transmissionsDPCLO-Z-MAC+ is highly effective in dealing with starva-
by node C. When using a CSMA based MAC, due to ladkon, given tight time synchronization. Without time symnch
of coordination between the transmissions of A and C, Aization, DPCLO-802.11e represents a reasonable compeomi
sees much higher loss rates compared to C, causing starvatietween performance and implementation feasibility.

Throughput - bps

Flow A-=E Flow D-=F
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Fig. 5. Throughput of flows in three possible starvation aces when using DPCLO with TDMA-based Z-MAC+ and CSMA-h$892.11e. Figure (A)
is one instance of the well known Information Asymmetry peol [10] which results in long-term starvation when usedhwindomized uncoordinated
CSMA MAC protocols. Figures (D) and (G) represent symmeiow scenarios where starvation is short-term.

D. Macro-benchmarks randomly selected nodes. We will later describe in detail th

, ) ~ methodology for generating such flows. This kind of scenario
We now test DPCLO in large multi-hop networks. We firsfy most often found in mesh networks.

create a topology consisting of 108 nodes randomly placed in

a 1250m x 1250m area. Since nodes have a radio transmissioh) Many-to-one flow scenario:ln this experiment, all
range of 250m, this results in a network with a diameter of $urces begin transmission at time T=200s and finish trassmi
hops and an average one-hop neighborhood size of 13 nodgsn at T=300s. We report the average throughput and delay
We then create two flow scenarios: a) a many-to-one flovbtained at the sink node under DPCLO-Z-MAC+, TCP, TCP-
scenario scenario shown in Figure 6, where 7 selected no@eV (witha = 0.01), Fusion and DCLO. Figure 7 (A) shows
transmit packets to the designated sink node. This kind thfe per flow throughput as well as the aggregate throughput in
scenario is most often found in sensor networks. b) a marthis experiment. The sources are ordered with respect to the
to-many flows scenario where flows are generated betwedintance from the sink node. We observe that TCP heavily
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a simulation time of 800s, with source and destination nadesen randomly on the topology shown in Figure 7 (A). Flotersarrival times and flow

durations are picked from a Weibull and Log-normal distidnu respectively.
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Throughput Vs Path Lengh - Many-to-many Flows Scenario
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the other hand does not starve any flows, and allows long flows
to attain significant throughput. Interestingly, sourceled
shows less throughput than other longer flows. This is becaus
the source node 7 is near the sink and hence the sources
farther away from the sink may forward their packets through

favors short flows. Hence, source node 7 which is closestttos source, reducing its own rate (remember that DPCLO-
the sink node attains the highest throughput, but in thege®c Z-MAC+ allocates per destination queues). DPCLO-Z-MAC+
it drastically reduces the throughput of other flows. TCRalso attains the highest aggregate throughput on this Boena
FeW reduces this bias and allows longer flows to obtain sorhlewever, we found that the DPCLO-Z-MAC+ maximizes
throughput but the bias is still apparent. DPCLO-Z-MAC+, othroughput at the expense of end-to-end delay. Figure 7 (B)



shows the average end-to-end delay experienced by each flown this work, we attempted to bridge the gap between theory
in this scenario. While delay when using DPCLO-Z-MAC+and practice by taking a theoretical CLO design, pointing
is comparable to TCP and TCP-FeW for most flows, in theut its impracticality, and applying practical approxiimat
worst case (for source 0), we see an increase of 10x tsmnmake it practical. We identified the important components
the average delay. The cause of the delay was found to dfea CLO design for wireless networks: source rate control,
excessive queuing at intermediate nodes. By using a quéwp-by-hop flow control, MAC scheduling and prioritizatjon
size of just one packet per destination, it was possible liok-aware and congestion-aware routing, and discussed ho
reduce this delay significantly, but at the expense of agdeegthey can be integrated. Our result is a practical CLO satutio
throughput. Fusion performs very similar to TCP. Lastly, wthat approximates theoretically-derived optimal solutivve
note that DCLO performs significantly worse than DPCLO operformed extensive simulations to investigate the edffect
this topology — DCLO experienced delays of the order of feaf each of our CLO components. Further, our simulations
tens of seconds, and so we do not report it in Figure 7 (B). Thatsso demonstrated that our CLO design achieves significant
is because of the high density of this network, due to whigherformance improvement over existing practical soligion
the overhead for creating the matching increases, and fsacke
traverse several hops before reaching their destinations.
2) Many-to-many flows scenaridzor this experiment, we [11 D. Aguayo, J. ‘?iCkeﬁ Ségzisi/vl%s' G. hJUdd' af&gﬂ '\é?gicng'L"'\;leﬁ
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